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Imagine that someone has inherited a large sum of money to do with whatever he wants.  He narrows the choices down to two: either spend the money hedonistically, or give the money to charity.  He decides on the latter because, as an act utilitarian, he wants to maximize the good of the many.  Having always had a soft spot in his heart for children with deadly diseases, he donates his money to a charity which purports to provide assistance to children with deadly diseases throughout the world.  Unbeknownst to him, the charity is a front for a terrorist organization whose principle aim is causing as much death and harm as possible to civilians.  The money he inadvertently donates to the terrorist organization is used by that organization to build a bomb.  The terrorist organization proceeds to detonate the bomb in a large city and is the direct result of the deaths of thousands of civilians.  

Imagine another similar scenario where someone means to do harm but actually, consequentially does something beneficial.  Again the donor has extra money to spend, but this time she decides that she wants to actually support terrorism.  She gives money to a known terrorist organization with the intended consequences being that the terrorist organization will use chemical weapons to cause harm and death to civilians.  Unbeknownst to her, anti-terrorist agents have infiltrated the same organization she is supporting.  The money she gives allows the infiltrators to defeat the terrorists, de-weaponize the chemicals, and eventually use the now de-weaponized chemicals to cure a deadly disease, thus actually curing civilians.  


According to the governing principle of act utilitarianism, the first act is blameworthy and the second act is praiseworthy.
  By the “governing principle” I mean, “[a]n act is [praiseworthy] if and only if it results in as much good as any available alternative.”
  If we assume that the net yield of utility for the action of inadvertently giving money to the terrorist organization is lower than it would have been if the money had gone elsewhere, then by the definition of act utilitarianism the action taken was blameworthy.  Conversely, if we assume that the net yield of utility for inadvertently giving money to the infiltrated terrorist organization is higher than it would have been had something else been done with the money, then by the definition of act utilitarianism the action was praiseworthy.


If we look at the intended consequences of the two individuals in the scenarios above, we can conclude that the individual who intended to support sick children and inadvertently supported terrorism was praiseworthy and the person who wanted to support terrorism and inadvertently supported sick children was blameworthy.  While it is true that the simplest form of act utilitarianism does not judge the intention of the actor, we as human beings do.  It is this judgment that I want to explore.  My claim is that when a situation arises that involves legitimate epistemic constraint, we cannot make a moral claim on the agent at all based on the consequence.  As such, we are left in a morally nebulous position of either switching moral theories or conceding that a terrorist is not de facto a bad guy.

Let me begin by explaining what I mean by “legitimate epistemic constraint.”  Because of the nature of the terrorists’ and infiltrators’ activities in the scenarios given above, it is an unreasonable expectation that I could know that the money contributed is actually going to do the exact opposite of the intended consequences.  It is important to note that the claim is that it is an unreasonable expectation that I could know, not that the information in unknown.  This must be clarified.  I will use the good intent versus bad consequence scenario (NB: the clarification will be equally apt for the bad intent versus good consequence scenario).  When the donor made his decision, he was making a good faith estimate on how the money would be spent.  He cannot be responsible for consequences that he cannot anticipate because key information is either missing or deliberately withheld from him.  This is different from the claim that he did not do enough research into the organization to which he was donating money.  By not doing enough research the claim of epistemic constraint is self-imposed because he could have known had he invested the requisite time.  Imagine that he gives his money to an organization that supports equality of rights in a country where equal rights is absent.  If the organization in question realizes “equality” by enslaving everyone and making people equally miserable, and the same organization advertizes this in their literature, promotes this end on their website, etc., then he is fully at fault and blameworthy in supporting this cause, assuming the consequences are indeed negative, even though he did not know.


It is the fact that the terrorist organization intentionally withheld information from its donors and that the infiltrators are undercover that is the key.  This is not a type of knowledge that one has legitimate access to and therefore on which one cannot legitimately act.  The unknown variable in the “equality charity” is the fact that the donor was irresponsible and did not exercise due diligence.  The information was available had he only looked for it.  If an organization does indeed hide its intentions, as in the terrorist organization, then no reasonable amount of research will bring that information to bear.  Therefore, one will have to act on the information he can obtain and make a good faith estimation that the information is correct.


When legitimate epistemic constraint is present, a disconnect may exist between what is intended and what actually happens.
  This disconnect actually serves to nullify overall moral judgments.  Consider Good Samaritan acts.  If I try to resuscitate you and inadvertently kill you because you have a medical condition that I did not know about, we typically say that something bad happened but I am not blameworthy for the bad consequence.  The fact that I am not blameworthy is because I am not responsible for not knowing about your medical condition.  The reverse of this seems true as well.  If I try to hurt you but inadvertently help you when I did not know my actions would lead to that result, then I am not praiseworthy because I had no idea I was about to help you.

What I have said may seem trite and uninspiring.  If someone truly did not know a critical piece of information then it seems obvious that we have no real basis to judge her moral status based on the outcome.  If this is true, however, then there is another consideration we must be willing to grant.  Let us return to a modified version of scenario number two, the scenario where the donor gives money in support of terrorist.  Let us consider the terrorist organization itself.  Imagine now that I am the chemical specialist who is responsible for the weaponization of the chemicals.  I have an assistant who is, for lack of a better term, my apprentice.  Unbeknownst to me, and not reasonably knowable by me, is that my apprentice is one of the infiltrators.  In addition to my task of weaponizing the chemicals, I am also responsible for training my apprentice to do the same.  However, what my apprentice is actually doing is learning how to de-weaponize the chemicals.


Going by the governing principle of act utility then I, as the terrorist, am actually performing an action with good consequences because the chemicals will eventually be de-weaponized and turned into an antidote which will save numerous lives.  But if what I said in the Good Samaritan section above holds true, then the terrorist should be considered “not praiseworthy.”  However, it seems like this is not a claim we would be willing to make in this particular situation.  What we are inclined to say is no matter what the actual outcome is, when the intent is terrorism, the terrorist is always blameworthy by the mere fact that he has the intention to engage in acts of terrorism.  The question becomes this:  what is it about terrorism that makes the default moral position one of blameworthiness regardless of any consequence or legitimate epistemic constraint?

As it stands right now, we have three things going on:  the intent of the actor, the consequence of the action, and the overall moral consideration of the entire act as a sum of intent versus consequence.  With the terrorist we are inclined to say the terrorist is blameworthy for having terrorist intentions, the consequence was good, and the overall moral consideration is morally neutral (because the terrorist was not acting with full autonomy because of legitimate epistemic constraint).  But there seems to be a problem.  We would consider the infiltrator, i.e. the terrorist’s apprentice, as praiseworthy because he is going to be responsible for the de-weaponization of the chemicals.
  But if that is true, can we say the terrorist is blameworthy?  He seems to be a necessary component of the good consequence.  Should we not say then that the terrorist is praiseworthy, because without his knowledge on how to weaponize chemicals the infiltrator would not have been able to de-weaponize them and turn them into a cure?  While an objector may point out that if the terrorist had not been there to begin with, then the situation would not be problematic.  This may be true, but without the terrorist we also would not have a cure for a deadly disease, which I think we can all consider a good thing.

What is the most appropriate moral judgment for the terrorist?  It does not seem consistent to claim the terrorist is blameworthy given two things:  first, he has not done anything except have bad intent.  While it is true that he did not act upon it only because he was stopped, this seems mitigated in part by the second consideration, namely, without him we would not have the antidote.  Yet he seems far from praiseworthy given that he was not intentionally trying to create a cure and that his intent was to have a negative consequence (I think we can safely say killing innocent people is a negative consequence without too much debate).  In addition, it seems overly charitable to praise the “bad guys” when we catch them and use information from or because of them for good purposes.  It seems safe to say one would not praise the terrorist attacks on September 11th because it helped give clues to U.S. weaknesses in border security.

Perhaps in the act utilitarian scheme we simply cannot say anything about the terrorist.  Perhaps we have to switch to a more agent-specific theory, such as a Kantian or Natural Law scheme, or to a different version of utilitarianism, i.e. rule-utilitarianism.  Our moral intuitions are to say it is a good thing a cure was found, too bad it came from a terrorist because terrorism is de facto wrong.  Of course the problem with this is that it is not an act-utilitarianism claim, but more of a morally objective claim.  The point I would like to close with is this: although we label terrorists and terrorism as bad, we cannot make this determination if we try to use act-utilitarianism.  The best we can say is that the would-be terrorist had bad intent, and although luckily a good thing happened, he is not blameworthy for it given that legitimate epistemic constraint was a valid concern.  This, I would be willing to bet, is not something we would be willing to concede at all.  If that is true, then, at the risk of being inconsistent in our moral judgments, we would have to either accept the non-blameworthiness of the terrorist or simply abandon act-utility as a legitimate moral theory for this situation.

� I wish to avoid the terms “right” and “wrong” and instead use “praiseworthy” and “blameworthy.”  While right and praiseworthy, as well as wrong and blameworthy, can be used synonymously, they are not, strictly speaking, the same things.  I thank Dr. Leonard Kahn for his advice on this distinction.


� Louis Pojman, Utilitarianism, reprinted in George R. Lucas, Jr., ed. Ethics and the Military Professional (Pearson, 2007), pg. 181.


� As the majority of philosophers know, there is a rather striking difference between actual and expected consequentialism/utilitarianism.  Throughout this paper I have made no differentiation between the two; although, I concede that a much more serious discourse on this topic would require a more thorough analysis of the two theories.  For all practical purposes I am concerned with both versions of consequentialism/utilitarianism and have used broad strokes to encompass both theories at the same time.  I again thank Dr. Leonard Kahn for his advice.


� Although, there is the chance that even with legitimate epistemic constraint in place the intended consequence and the actual consequence may coincide.  It seems that if this happens we would be inclined to say the agent got lucky and things just happened to work out favorably (or unfavorably, depending on the intent and consequence).


� In addition, we would normally be inclined to say it was a good overall situation that had the potential to be a very bad situation had the terrorist not been stopped.  This of course would be radically different, and inconsistent, from our position on the terrorist where the situation is morally neutral.


� I would very much like to thank the following people for their help/support:  Col James L. Cook, Maj John Sherman, Maj Charles McIntyre, Capt Mike Growden, Dr. J. Carl Ficarrotta, Dr. Leonard Kahn, and Mr. Bradley J. Strawser.  Without their help this paper would have made much less sense than it does now!





